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GAME THEORY AND THE MINIMAX THEOREM • 8.5 

The best way to explain a matrix game is to give an example. It has two players, 
and the rules are the same for every turn: 

Player X holds up either one hand or two, and independently, so does player Y. 
If they make the same decision, Y wins $10. If they make opposite decisions, then 
X is the winner- $lO if he put up one hand, and $20 if he put up two. The net 
payoff to X is easy to record in the matrix 

A= [
-10 

10 

one hand 
by X 

20J 
-10 

two hands 
by X 

one hand by Y 

two hands by Y 

If you think for a moment, you get a rough idea of the best strategy. It is obvious 
that X will not do the same thing every time, or Y would copy him and win every
thing. Similarly Y cannot stick to a single strategy, or X will do the opposite. 
Both players must use a mixed strategy, and furthermore the choice at every turn 
must be absolutely independent of the previous turns. Otherwise, if there is some 
historical pattern for the opponent to notice, he can take advantage of it. Even 
a strategy such as "stay with the same choice as long as you win, and switch 
when you lose" is obviously fatal. After enough plays, your opponent would know 
exactly what to expect. 

This leaves the two players with the following calculation: X can decide that 
he will put up one hand with frequency Xl and both hands with frequency X z = 
1 - Xl. At every turn this decision is random. Similarly Y can pick his probabilities 
YI and Yz = 1 - YI. None of these probabilities should be 0 or 1; otherwise the 
opponent adjusts and wins. At the same time, it is not clear that they should equal 
t since Y would be losing $20 too often. (He would lose $20 a quarter of the time, 
$10 another quarter of the time, and win $10 half the time- an average loss of 
$2.50- which is more than necessary.) But the more Y moves toward a pure two
hand strategy, the more X will move toward one hand. 

The fundamental problem is to find an equilibrium. Does there exist a mixed 
strategy Y1 and Yz that, if used consistently by Y, offers no special advantage to X? 
Can X choose probabilities Xl and X z that present Y with no reason to move his 
own strategy? At such an equilibrium, if it exists, the average payoff to X will have 
reached a saddle point: It is a maximum as far as X is concerned, and a minimum 
as far as Y is concerned. To find such a saddle point is to "solve" the game. 

One way to look at X's calculations is this: He is combining his two columns 
with weights Xl and 1 - Xl to produce a new column. Suppose he uses weights! 
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and ~; then he produces the column 

3 [ - IOJ 2 [ 20J [2J "5 10 + "5 -10 = 2 . 

Whatever Y does against this strategy, he will lose $2. On any individual turn, 
the payoff is still $10 or $20. But if Y consistently holds up one hand, then ~ of 
the time he wins $10 and ~ of the time he loses $20, an average loss of $2. And the 
result if Y prefers two hands, or if he mixes strategies in any proportion, remains 
fixed at $2. 

This does not mean that all strategies are optimal for Y! If he is lazy and stays 
with one hand, X will change and start winning $20. Then Y will change, and then 
X again. Finally, if as we assume they are both intelligent, Y as well as X will settle 
down to an optimal mixture. This means that Y will combine his rows with weights 
YI and 1 - YI' trying to produce a new row which is as small as possible: 

YI[ -10 20J + (1 - YI)[10 -10J = [10 - 20YI - 10 + 30YI]. 

The right mixture makes the two components equal: 10 - 20YI = - 10 + 30YI' 
which means YI = l With this choice, both components equal 2; the new row 
becomes [2 2]. Therefore, with this strategy Y cannot lose more than $2. Y has 
minimized his maximum loss, and his minimax agrees with the maximin found 
independently by X. The value of the game is this minimax = maximin = $2. 

Such a saddle point is remarkable, because it means that X plays his second 
strategy only ~ of the time, even though it is this strategy that gives him a chance 
at $20. At the same time Y has been forced to adopt a losing strategy- he would 
like to match X, but instead he uses the opposite probabilities ~ and l You 
can check that X wins $10 with frequency ~ . ~ = is, he wins $20 with frequency 
~ . ~ = 245 ' and he loses $10 with the remaining frequency g. As expected, that 
gives him an average gain of $2. 

We must mention one mistake that is easily made. It is not always true that the 
optimal mixture of rows is a row with all its entries equal. Suppose X is allowed 
a third strategy of holding up three hands, and winning $60 when Y puts up one 
and $80 when Y puts up two. The payoff matrix becomes 

A= [
- 10 

10 

20 

-10 
60J. 
80 

X will choose the new strategy every time; he weights the columns in proportions 
XI = 0, X2 = 0, and X3 = 1 (not random at all), and his minimum win is $60. At 
the same time, Y looks for the mixture of rows which is as small as possible. He 
always chooses the first row; his maximum loss is $60. Therefore, we still have 
maximin = minimax, but the saddle point is over in the corner. 

The right rule seems to be that in V's optimal mixture of rows, the value of the 
game appears (as $2 and $60 did) only in the columns actually used by X. Similarly, 
in X's optimal mixture of columns, this same value appears in those rows that 
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enter Y's best strategy- the other rows give something higher and Y avoids them. 
This rule corresponds exactly to the complementary slackness condition of linear 
programming. 

The Minimax Theorem 

The most general "matrix game" is exactly like our simple example, with one 
important difference: X has n possible moves to choose from, and Y has m. The 
payoff matrix A, which stays the same for every repetition of the game, has m 
rows and n columns. The entry aij represents the payment received by X when he 
chooses his jth strategy and Y chooses his ith; a negative entry simply means a 
negative payment, which is a win for Y. The result is still a two-person zero-sum 
game; whatever is lost by one player is won by the other. But the existence of a 
saddle point equilibrium is by no means obvious. 

As in the example, player X is free to choose any mixed strategy x = (x, , . . . , x,). 
This mixture is always a probability vector; the Xi are nonnegative, and they add 
to 1. These components give the frequencies for the n different pure strategies, and 
at every repetition of the game X will decide between them by some random 
device- the device being constructed to produce strategy i with frequency Xi ' Y 
is faced with a similar decision: He chooses a vector y = (y" ... , YIII) , also with 
Yi;:O: 0 and L Yi = 1, which gives the frequencies in his own mixed strategy. 

We cannot predict the result of a single play of the game; it is random. On the 
average, however, the combination of strategy j for X and strategy i for Y will 
turn up with probability xjYi- the product of the two separate probabilities. When 
it does come up, the payoff is aij. Therefore the expected payoff to X from this 
particular combination is aijxjYi , and the total expected payoff from each play of 
the same game is L I aijxjYi' Again we emphasize that any or all of the entries 
aij may be negative; the rules are the same for X and Y, and it is the entries a ij that 
decide who wins the game. 

The expected payoff can be written more easily in matrix notation: The double 
sum I I aijxjYi is just yAx, because of the matrix multiplication 

It is this payoff yAx that player X wants to maximize and player Y wants to 
mInImIze. 

EXAMPLE 1 Suppose A is the n by n identity matrix, A = I. Then the expected 
payoff becomes ylx = X,y, + . . . + XnY,,, and the idea of the game is not hard to 
explain: X is hoping to hit on the same choice as Y, in which case he receives the 
payoff a ii = $1. At the same time, Y is trying to evade X, so he will not have to 
pay. When X picks column i and Y picks a different row j, the payoff is aij = O. 
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If X chooses any of his strategies more often than arty other, then Y can escape 
more often; therefore the optimal mixture is x* = (l i n, li n, ... , li n). Similarly Y 
cannot overemphasize any strategy or X will discover him, and therefore his op
timal choice also has equal probabilities y* = (l In, li n, . .. , l i n). The probability 
that both will choose strategy i is (l ln)2, and the sum over all such combinations 
is the expected payoff to X. The total value of the game is n times (l l n)2, or l i n, 
as is confirmed by 

y' Ax' ~ [l/n··· l/n] [ 
n 

As n increases, Y has a better chance to escape. 
Notice that the symmetric matrix A = I did not guarantee that the game was 

fair. Tn fact, the true situation is exactly the opposite: It is a skew-symmetric matrix, 
AT = - A, which means a completely fair game. Such a matrix faces the two players 
with identical decisions, since a choice of strategy j by X and i by Y wins aij for 
X, and a choice of j by Y and i by X wins the same amount for Y (because aji = 

-aij). The optimal strategies x* and y* must be the same, and the expected payoff 
must be y* Ax* = O. The value of the game, when AT = - A, is zero. But the 
strategy is still to be found . 

EXAMPLE 2 

-I 

o -I] - I . 

o 

Tn words, X and Y both choose a number between I and 3, and the one with the 
smaller number wins $1. (If X chooses 2 and Y chooses 3, the payoff is a32 = $1; 
if they choose the same number, we are on the main diagonal and nobody wins.) 
Evidently neither player can choose a strategy involving 2 or 3, or the other can 
get underneath him. Therefore the pure strategies x* = y* = (1,0,0) are optimal-
both players choose 1 every time--and the value is y* Ax* = all = O. 

It is worth remarking that the matrix that leaves all decisions unchanged is not 
the identity matrix, but the matrix E that has every entry eij equal to 1. Adding 
a multiple of E to the payoff matrix, A --> A + aE, simply means that X wins an 
additional amount a at every turn. The value of the game is increased by a, but 
there is no reason to change x* and y*. 

Now we return to the general theory, putting ourselves first in the place of X. 
Suppose he chooses the mixed strategy x = (Xl ' ... , xJ Then Y will eventually 
recognize that strategy and choose y to minimize the payment yAx: X will receive 
miny yAx. An intelligent player X will select a vector x* (it may not be unique) 
that maximizes this minimum. By this choice, X guarantees that he will win at 
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least the amount 

min yAx* = max min yAx. (I) 
y x y 

He cannot expect to win more. 
Player Y does the opposite. For any of his own mixed strategies y, he must 

expect X to discover the vector that will maximize yAx.t Therefore Y will choose 
the mixture y* that minimizes this maximum and guarantees that he will lose no 
more than 

max y* Ax = min max yAx. (2) 
x y x 

Y cannot expect to do better. 
I hope you see what the key result will be, if it is true. We want the amount (I) 

that X is guaranteed to win to coincide with the amount (2) that Y must be satis
fied to lose. Then the mixtures x* and y* will yield a saddle point equilibrium, 
and the game will be solved: X can only lose by moving from x* and Y can only 
lose by moving from y*. The existence of this saddle point was proved by von 
Neumann, and it is known as the minimax theorem: 

8M For any m by n matrix A, the minimax over all strategies equals the maximin: 

max min yAx = min max yAx. (3) 
x y }' x 

This quantity is the value of the ·game. If the maximum on the left is attained at 
x*, and the minimum on the right is attained at y*, then those strategies are opti
mal and they yield a saddle point from which nobody wants to move: 

y* Ax :::;; y* Ax* :::;; yAx* for all x and y. (4) 

At this saddle point, x* is at least as good as any other x (since y* Ax :::;; y* Ax*). 
Similarly, the second player could only pay more by leaving y*. 

Just as in duality theory, we begin with a one-sided inequality: max imin:::;; mini
max. It is no more than a combination of the definition (I) of x * and the definition 
(2) of y*: 

max min yAx = min yAx* ~ y* Ax* ~ max y* Ax = min max yAx. (5) 
x y y x y x 

This only says that if X can guarantee to win at least ex, and Y can guarantee to 
lose no more than [3, then necessarily a ~ [3. The achievement of von Neumann 
was to prove that ex = [3. That is the minimax theorem. It means that equality 
must hold throughout (5), and the saddle point property (4) is deduced from it 
in Exercise 8.5.10. 

t This may not be x*. If Y adopts a fooli sh strategy, then X could get more than he is 
guaranteed by (1). Game theory has to assume that the players are smart. 
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For us, the most striking thing about the proof is that it uses exactly the same 
mathematics as the theory of linear programming. Intuitively, that is almost obvious; 
X and Yare playing "dual" roles, and they are both choosing strategies from the 
"feasible set" of probability vectors: Xi ~ 0, LXi = 1, Yi ~ 0, L Yi = 1. What is 
amazing is that even von Neumann did not immediately recognize the two theories 
as the same. (He proved the minimax theorem in 1928, linear programming began 
before 1947, and Gale, Kuhn, and Tucker published the first proof of duality in 
1951 - based however on von Neumann's notes!) Their proof actually appeared 
in the same volume where Dantzig demonstrated the equivalence of linear pro
grams and matrix games, so we are reversing history by deducing the minimax 
theorem from duality. 

Briefly, the minimax theorem can be proved as follows. Let b be the column 
vector of m 1 's, and c be the row vector of n 1 'so Consider the dual linear programs 

(P) minimize ex (D) maximize yb 
subject to Ax ~ b, x ~ ° subject to yA ~ c, Y ~ 0. 

To apply duality we have to be sure that both problems are feasible, so if necessary 
we add the same large number fI. to all the entries of A. This change cannot affect 
the optimal strategies in the game, since every payoff goes up by fI. and so do the 
minimax and maximin. For the resulting matrix, which we still denote by A, y = ° 
is feasible in the dual and any large x is feasible in the primal. 

Now the duality theorem of linear programming guarantees that there exist 
feasible x* and y* with cx* = y*b. Because of the ones in band c, this means that 
Lxi = L yt. If these sums equal 8, then division by 8 changes the sums to one
and the resulting mixed strategies x*/8 and y*/8 are optimal. For any other strate
gies x and y, 

Ax* ~ b implies yAx* ~ yb = 1 and y* A ~ c implies y* Ax ~ ex = 1. 

The main point is that y* Ax ~ 1 ~ yAx*. Dividing by 8, this says that player X 
cannot win more than 1/8 against the strategy y*/8, and player Y cannot lose less 
than 1/8 against x*/8. Those are the strategies to be chosen, and maximin = mini
max = 1/8. 

This completes the theory, but it leaves unanswered the most natural question 
of all: Which ordinary games are actually equivalent to "matrix games"? Do chess 
and bridge and poker fit into the framework of von Neumann's theory? 

It seems to me that chess does not fit very well, for two reasons. First, a strategy 
for the white pieces does not consist just of the opening move. It must include a 
decision on how to respond to the first reply of black, and then how to respond 
to his second reply, and so on to the end of the game. There are so many alterna
tives at every step that X has billions of pure strategies, and the same is true for 
his opponent. Therefore m and n are impossibly large. Furthermore, I do not see 
much of a role for chance. If white can find a winning strategy or if black can find 
a drawing strategy- neither has ever been found - that would effectively end the 
game of chess. Of course it could continue to be played, like tic-tac-toe, but the 
excitement would tend to go away. 
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Unlike chess, bridge does contain some deception- for example, deciding what 
to do in a finesse . It counts as a matrix game, but m and n are again fantastically 
big. Perhaps separate parts of the game could be analyzed for an optimal strategy. 
The same is true in baseball, where the pitcher and batter try to outguess each 
other on the choice of pitch. (Or the catcher tries to guess when the runner will 
steal, by calling a pitchout; he cannot do it every time without walking the batter, 
so there must be an optimal frequency- depending on the base runner and on 
the situation.) Again a small part of the game could be isolated and analyzed. 

On the other hand, blackjack is not a matrix game (at least in a casino) because 
the house follows fixed rules. When my friend Ed Thorp found and published a 
winning strategy- forcing a change in the rules at Las Vegas- his advice de
pended entirely on keeping track of the cards already seen. There was no element 
of chance, and therefore no mixed strategy x *. 

There is also the Prisoner's Dilemma, in which two accomplices are captured. 
They are separately offered the same deal: Confess and you are free, provided your 
accomplice does not confess (the accomplice then gets 10 years). If both confess 
each gets 6 years. If neither confesses, only a minor crime (2 years each) can be 
proved. What to do? The temptation to confess is very great, although if they 
could depend on each other they would hold out. This is a nonzero-sum game; 
both can lose. 

The perfect example of an ordinary game that is also a matrix game is poker. 
Bluffing is essential, and to be effective it has to be unpredictable. The decision to 
bluff should be made completely at random , if you accept the fundamental as
sumption of game theory that your opponent is intelligent. (If he finds a pattern, 
he wins.) The probabilities for and against bluffing will depend on the cards that 
are seen, and on the bets. In fact, the number of alternatives again makes it im
practical to find an absolutely optimal strategy x*. Nevertheless a good poker 
player must come pretty close to x *, and we can compute it exactly if we accept 
the following enormous simplification of the game: 

Player X is dealt a jack or a king, with equal probability, whereas Y always gets 
a queen. After looking at his hand, X can either fold and concede his ante of $1, 
or he can bet an additional $2. If X bets , then Y can either fold and concede his 
own ante of $1, or decide to match the $2 and see whether X is bluffing. In this 
case the higher card wins the $3 that was bet by the opponent. 

Even in this simple game, the "pure strategies" are not all obvious, and it is 
instructive to write them down. Y has two possibilities, since he only reacts to X: 

(I) If X bets, Y folds . 
(2) If X bets, Y sees him and tries for $3. 

X has four strategies, some reasonable and some foolish: 

(I) He bets the extra $2 on a king and folds on a jack. 
(2) He bets in either case (bluffing). 
(3) He folds in either case, and concedes $1. 
(4) He folds on a king and bets on a jack. 
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The payoff matrix needs a little patience to compute: 

all = 0, since X loses $1 half the time on a jack and wins on a king (Y folds). 
a 2l = 1, since X loses $1 half the time and wins $3 half the time (Y tries to beat 

him, even though X has a king). 
a l2 = 1, since X bets and Y folds (the bluff succeeds). 
a22 = 0, since X wins $3 with the king and loses $3 with the jack (the bluff fails). 

The third strategy always loses $1, and the fourth is also unsuccessful: 

A = [~ 1 -1 
o - 1 

The optimal strategy in this game is for X to bluff half the time, x* = (t, 1, 0, 0), 
and the underdog Y must choose y* = (t, t). The value of the game is fifty cents. 

That is a strange way to end this book, by teaching you how to playa watered 
down version of poker, but I guess even poker has its place within linear algebra 
and its applications. I hope you have enjoyed the book. 

EXERCISES 

8.5.1 How will the optimal strategies in the original game be affected if the $20 is increased 
to $70, and what is the value (the average win for X) of this new game? 

8.5.2 With payoff matrix A = U n explain the calculation by X of his maximin and 
by Y of his minimax. What strategies x* and y* are optimal? 

8.5.3 If aij is the largest entry in its row and the smallest in its column, why will X 
always choose column j and Y always choose row i (regardless of the rest of the 
matrix)? Show that the previous exercise had such an entry, and then construct an 
A without one. 

8.5.4 Find the best strategy for Y by weighting the rows of A with y and 1 - y and 
graphing all three components. X will concentrate on the largest component (dark 
line) and Y must minimize this maximum. What is y* and what is the minimax 
height (dotted line)? 

4.1' 

4 3y + 2( 1 - ." ) 

A = [~ 4 

~J 
3 

0 
2 

Y + 3( 1 - y) 

0 y 
0 

8.5.5 With the same A, find the bes 
columns (the first and third) t 

8.5.6 Find both optimal strategies, 

8.5.7 Suppose A = [~ n What we 
[u u y , and what weights YI 
[v vJ? Show that u = v. 

8.5.8 Find x*, y*, and the value v fc 

8.5.9 Compute 

mil 
)'i ~! 

)'1 + Y2 

8.5.10 Explain each of the inequalities 
them into equalities, derive (ag; 

8.5.11 Show that x * = (t , 1, 0, 0) and 
puting yAx* and y* Ax and ver 

8.5,12 Has it been proved that there 
black? I believe this is known 01 

if black had a winning strategy, 
follow that strategy, leading to 

8.5.13 If X chooses a prime number a 
even (with gain or loss of $1), w 

8.5.14 If X is a quarterback, with the cI 
who can defend against a run 0 

A = [~ 
run 

What are the optimal strategies 


