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1. First Order Method

You have in mind a smooth (continuously differentiable) function

f : (some open region of Rn)→ R.
You want to minimize it. You are standing at a point x0 in the domain of f , you want to be able
to get closer to a minimizer. You wonder what to do next.

Sampling f in a neighborhood of x0 and see which sample point gives you the lowest value of f
may work. But if you need an accurate answer, you will need a fine grid with a reasonably large
number of samples, say m, in each of the n dimensions. If m and n are just moderately big, you will
have to deal with mn samples, which is astronomically big. You are cursed by the dimensionality
in such a brute-force approach.

The first thing you should try to picture is: how does the level set of f looks like i.e. how does the
set

f−1(f(x0)) = {x : f(x) = f(x0)}(1.1)

look like near x0? This is the set in which the function neither increases nor decreases. Having a
good picture of how this set looks like will help you to understand in which directions the function
increases or decreases.

The bad news: f(x) can be an awfully nonlinear function, and the level set above can at best look
like a complicated curved object. It is not going to look flat, it is not going to be easy. How are
you supposed to say something useful about this level set?

The good news: Since f(x) is assumed to be differentiable, near x0, f(x) is well-approximated by
an affine (i.e. linear + a shift) function, i.e.

f(x) ≈ f(x0) +

[
∂f

∂x1
(x0), . . .

∂f

∂x1
(x0)

]
(x− x0) =: L(x).(1.2)

Here is the key heuristics: the part of the level set of f(x) near x0 should look like the level set
of the affine function L(x) on the right-hand side. (Globally, the level set of f(x) can be a highly
curved and complicated, and may have self-intersections, etc.. We conveniently avoid the difficulty
by thinking locally.)
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But the level set of an affine function is easy, linear algebra tells you all about it. Notice that

L−1(f(x0)) = x0 + null(

[
∂f

∂x1
(x0), . . .

∂f

∂x1
(x0)

]
)(1.3)

= {x0 + d : ∇f(x0)Td = 0}.(1.4)

If the vector ∇f(x0)T =
[
∂f
∂x1

(x0), . . . ∂f∂x1 (x0)
]

is non-zero (i.e. you are not at a critical point yet),

then the null space above has dimension n− 1. In this case, L−1(f(x0)) is called a hyperplane in
Rn. (If n = 3, it is like a plane cutting through our 3-dimensional space. If n = 2, it is a line in
R2.)

Rephrasing the heuristics more mathematically: Since L approximates f near x0, we expect that
the level surface f−1(f(x0)) should be approximated by the hyperplane L−1(f(x0)) also. We are
then led to the conjecture that the hyperplane must be the tangent plane of the level surface at
x0.

Proving this conjecture is essentially what the implicit function theorem is about. The IFT usually
pertains to a function mapping from Rn+m to Rm: here the m is 1 in our optimization problem.

I would not bother you with the details of the IFT. What is more important for nonlinear opti-
mization is to see that the hyperplane L−1(f(x0)) divides the whole space Rn into two halves:

{x0 + d : ∇f(x0)Td < 0}

and

{x0 + d : ∇f(x0)Td > 0}.

If we take a vector d = [d1, . . . , dn]T (think of it as emanating from x0) so that

∇f(x0)Td < 0.

Then, starting at x0, if you travel along this direction, you must see that your objective function
f(x) decrease for at least a while, it is because

d

dt
f(x0 + td)

∣∣∣
t=0

= ∇f(x0)Td,

which is negative by your choice of d.

To conclude: if you move along the level set, the function neither increases nor decreases. If you
move in a direction that points to one side of the hyperplane, the function decreases for at least a
while; in the opposite direction, the function increases.

This is what calculus can tell you. Be reminded that it is a local theory, it does not tell you whether
this beautiful picture will sustain when you move too far away from x0. However, when you move
to a different point, say x1, you can “redraw the picture” by centering yourself at x1 and “tilting”
the hyperplane by recomputing the gradient vector at x1, and so on. This way you get a new local
picture around x1.

And then you can iterate and automate this process on computers. It is usually called a “descent
method”, or “line search method”, or “first order method”. See Section 7.2.2 and 7.2.3.
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2. A note on the multivariate Taylor expansion

The multivariate Taylor expansion comes from the 1-D Taylor expansion, the idea is simple: restrict
f : Rn → R to a line going through x0, parametrized as t 7→ x0 + th, and define

φ(t) := f(x0 + th).

Take the (1-D) Taylor expansion of φ(t) at t = 0, i.e.

φ(t) ≈ φ(0) + φ′(0)t+
1

2!
φ′′(0)t2 + · · · .

When you take this 1-D Taylor polynomial your mindset is that t is variable and h is set in stone.
But after you do that, let t = 1 be set in stone and think of h = x− x0 as variable. As such, the
above 1-D Taylor expansion becomes

f(x) = f(x0 + h) ≈ f(x0) +
d

dt
f(x0 + th)|t=0 +

1

2!

d2

dt2
f(x0 + th)|t=0 + · · · .

An application of the chain rule (with some details omitted) shows that

1

k!

dk

dtk
f(x0 + th)|t=0 =

1

k!

n∑
i1=1

· · ·
n∑

ik=1

∂kf(x0)

∂xi1 · · · ∂xik
hi1 · · ·hik .(2.1)

(The right-hand side may seem like an hideous summation, with nk terms; but the left-hand side
carries the clear geometric interpretation of the k-th order directional derivative of f at the point
x0 in the direction h.)

(Using the fact that the order of taking partial derivatives does not matter, and that multiplication
is commutative, the right-hand of (2.1) can be ‘compressed’ into the following smaller sum:∑

|ν|=k

1

ν!
Dνf(x0)hν .(2.2)

If you are clueless about what this expression means, it is because I am using something called
“multi-index notation”: in above, ν = (ν1, . . . , νn), |ν| = ν1 + · · · + νn, ν! = ν1! · · · νn!, hν =
hν11 · · ·hνnn , and I let you guess what Dνf is supposed to mean. I won’t need (2.2), but if you care
then here is a good exercise: (i) prove that (2.2) and (2.1) are the same. (ii) How many terms are
there in the summation of (2.2)?)

(Both the univariate and multivariate Taylor’s theorem tell you also a way to express the remainder
when you truncate the Taylor expansion, I will need that later in this course, but not now.)

For the rest of this note, I only need (2.1) for k = 1 and k = 2. You have seen how we write the
k = 1 expression in matrix notation:

n∑
i=1

∂f(x0)

∂xi
hi =

[
∂f

∂x1
(x0), . . .

∂f

∂x1
(x0)

]
h.

And now for k = 2 notice that

1

2

n∑
i1=1

n∑
i2=1

∂2f(x0)

∂xi1∂xi2
hi1hi2 =

1

2
hTHf (x0)h,
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where Hf (x0) is the so-called Hessian matrix of f at x0, defined by

(Hf (x0))i,j =
∂2f(x0)

∂xi∂xj
, 1 ≤ i, j ≤ n.

Something subtle is going on here: in linear algebra a matrix is always thought of as a representation
of a linear map, but this time the Hessian matrix represents the quadratic part of f , which is
something nonlinear! I am happy to discuss with you more about this if you are interested.

3. Second Order Method

After you decide on a decent direction d, how far should you go down the line? Ideally, we would
like to find a value α that solves

min
α≥0

f(x0 + αd).(3.1)

Albeit one-dimensional, this line search problem is still a nonlinear minimization problem and may
have multiple local minimizers. Even if it has a unique local (and also global) minimizer, it may
be too costly to locate the minimizer accurately. Typically, one is content with a choice of α that
is not too small and decreases f by a fair amount. Section 7.2.3 discusses what ‘fair amount’ may
mean in practice. The coverage there, however, is rather coarse. For a more in-depth study on line
search methods, consider reading Chapter 3 of Nocedal and Wright’s Numerical Optimization.

Regardless, solving the line search problem (3.1) typically requires some ad hoc choices of param-
eters.

Here is a different idea, called the Newton’s method, that will free you from the sort of ad hoc
things typically done in a line search method: if your x0 is close enough to a local minimizer x∗,
assumed to be such that Hf (x∗) is positive definite, then by C2 continuity, the nearby Hessian
must also be positive definite. Therefore, the second order Taylor expansion

f(x0) +∇f(x0)T (x− x0) +
1

2
(x− x0)THf (x0)(x− x0),

being a quadratic polynomial with a positive definite Hessian, must have a unique global minimizer
given by

−Hf (x0)−1∇f(x0).

(You will be asked to explore it in details in the HW assignment.) Once you understand this,
call this exact minimizer of the approximating quadratic polynomial x1, and iterate. This is the
Newton’s method for nonlinear optimization.

The price you have to pay is big, as you need to solve an n×n linear system in every iteration, which
requires O(n2) storage and O(n3) time if solved using Gaussian elimination. For large problem, it
usually does not worth it, or is simply infeasible. This is why quasi-Newton methods were invented.
They are quite useful in practice; such methods are discussed in Section 7.2.5.

To conclude: The Newton’s method is very neat mathematically but requires one to solve an n×n
linear system. On the other hand, the gradient descent method involves only first order derivatives
(and there are n of them), but solving the corresponding line search problem (3.1) typically involves
ad hoc choices of parameters. Consequently, it is relatively hard to analyze mathematically the
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performance of the gradient descent method. To gain some useful insight on the performance, we
study how the gradient descent method performs when using it to minimize a quadratic polynomial
with a positive definite Hessian. In this case, the line search problem (3.1) has a clean solution.
This analysis is carried out in Section 7.2.4.. The homework problems below add more details to
this analysis.

4. Homework Assignments

(1) How is the Newton’s method for solving a nonlinear system of equations related to the
Newton’s method for minimizing a nonlinear function?

(2) Let A be positive definite. Derive the linear system you have to solve if you apply the
Newton’s method to minimize Q(x) = 1/2xTAx − bTx + c with the initial guess x0. How
many Newton’s iterations do you need to find the minimizer of Q?

(3) Without using calculus, prove that Q(x) = 1/2xTAx−bTx+c has a unique global minimizer
at A−1b. (Hint: completing the square.)

(4) Derive the formulas of the gradient (a.k.a. steepest) descent method applied to minimize
Q(x).

(5) Without using Kantorovich’s inequality, show that∥∥∥xk+1 − x∗
∥∥∥
A
≤
√

1− λmin

λmax

∥∥∥xk − x∗
∥∥∥
A
.

Compared to (7.39) on Page 310 in the textbook, which inequality is better? quantitatively
speaking? qualitatively speaking? (Suggestion: focus more on the situation when λmax �
λmin.)

(6) Write a Matlab function, with the calling sequence xk = GradientDescentQ(A,b,x0), for
the gradient descent method applied to minimize Q(x) for any input A, b, and initial guess
x0. Apply it to solve the problem with A = [ 100 1

1 1 ], b = [ 200 ]. Try different initial guesses.
To get the exact minimizer (up to 16 significant digits), use the command

>> format long

>> A = [100 1; 1 1]; b = [20; 0]; xstar = A\b

in Matlab. Report how many gradient descent iterations do you need to get both compo-
nents to be accurate within 15 significant digits.

(7) (Extra credit) Plot both the contour curves of Q and the line segments that illustrate the
path of the gradient descent iterates. Do not sample Q on a fixed grid and then use the
contour() function, as this will not give the resolution that allows us to see what we want
to see. To get a high resolution plot, work out the equations for the contour lines (they are
ellipses), and plot the ellipses in parametric form using the plot() command.

It is often said that the gradient descent method generates iterates that “bounce back-
and-forth across the valley”. Verify this statement using your graphical tool.
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